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This document presents a study on the formal representation of the MUMIS ontology the reasoning components in relation to the Semantic Web. It outlines directions for further work to bring the MUMIS results in synch with Semantic Web and develop an ontology-aware open hypermedia system on top of it. The later task is discussed in the light of an existing Semantic Web extension of a subset of the MUMIS system, allowing automatic semantic annotation, indexing, and retrieval.
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1.  Introduction

The document presents a study on the formal representation of the MUMIS ontology the reasoning components, and the central event description database in relation to the Semantic Web. It outlines directions for further work to bring the MUMIS results in synch with Semantic Web and develop an ontology-aware open hypermedia system on top of it. 
The rest of this section provides quick introduction to the nature of the MUMIS, followed by a basic discussion on the Semantic Web. The next section provides and overview of approaches related one way or another to subject for ontology aware multi-lingual, multimedia information extraction. In section three, the knowledge representation currently used in MUMIS is shortly presented and discussed. Next, in the fifth section, some basic semantic extension of GATE are presented, followed by presentation of a richer semantic approach in section 6. Finally, the necessary reengineering of the domain ontology and the lexicon are briefly commented.
1.1.  The MUMIS Project
The Multimedia Indexing and Searching Environment (MUMIS
) project, aimed the development of basic technology for the automatic creation of a composite index from multiple sources and media in different languages. 
Information extraction from English, Dutch, and German (with three different systems) is carried out on textual sources and information extracted from transcribed spoken commentaries from radio and television broadcasts. The three IE systems target a shared domain and multilingual lexicon of the football domain. As the information is extracted from multiple sources describing the same events in various ways, a merging component is in charge of solving conflicts and fusing information. There is a user interface allowing professional users to query a database of annotations and play video fragments matching the query (e.g., “all goals scored by Owen”).

The textual sources used for this project are taken from reports of the Euro2000 Championships: ticker reports that give a minute by minute objective account of the match; match reports that also give a full account of the match but may be subjective; and comments that give general information such as player profiles. English reports are drawn from a variety of online media sources (BBC-online, Press Association, The Guardian, etc.). These sources report the same events in different ways: as an illustration a source may say “Substitute Westerveld comes on for van der Sar” while another may say “van der Sar (Westerveld 65)” to refer to a substitution event. The elements to be extracted that are associated with the events are: players, teams, times, scores, and locations on the pitch. The system extracts the information and produces XML output. The extraction of temporal information is essential to the task because it is the key for locating interesting fragments in the video material.
1.2.  The Semantic Web

The Semantic Web
 is the abstract representation of data on the World Wide Web, based on the RDF
  standards and other standards to be defined. It is being developed by the W3C, in collaboration with a large number of researchers and industrial partners. As presented in [Berners-Lee et al. 2001], "The Semantic Web is an extension of the current web in which information is given well-defined meaning, better enabling computers and people to work in cooperation."
The spirit and the development approach behind the Semantic Web (SW) require as much as possible formal data/knowledge to be provided in formats that others can read and interpret for unforeseen purposes. In other words:

· Automatically processable meta-data;
· Presented in a standard form; 
· Allow flexible and dynamic interpretation for unforeseen purposes.
1.3.  MUMIS and the Semantic Web

Due to the clear decoupling of the different analysis phases and components in MUMIS, its results can be easily aligned with the latest trends of SW with modifications which can be limited to only a single stage, namely the storage of the merged event descriptions and the domain ontology in a central database with relevant meta-data. Although it is the case that the information extraction and merging components can improve performance on the basis of a better handling of the formal knowledge they use, this is an optional path for improvement rather than a requirement for SW compatibility.
The key point is to store the meta-data (the results, the knowledge that have been extracted and distilled) in a SW compliant format, so that those to be easily accessible through the UI (and other) tools developed outside MUMIS. 

There is a lot of formal knowledge used for different tasks within MUMIS, most heavily for multi-lingual extraction and merging. In the ideal case, MUMIS may have been using SW standard knowledge/ontology representation for those tasks. This would make possible reuse of many existing tools such as editors, reasoners, ontology middleware, etc. In the same ideal case, there would be no need of conversion of the results from internal format to suitable SW format. However this ideal scenario turns to be unrealistic for a number of reasons:

· At the present stage of the project it is too late to reorganize the internal KR;
· When the project started, the SW was more a concept than something you can really use or align to. This opinion is quite consensual for number of researchers with good overview of the real state of the field, for instance,  [Davies at all, 2002], [Ewalt, 2002], [Ossenbruggen et al. 2002];
· Even now, the SemWeb tools are not mature. For instance, there is no single comprehensive user-friendly RDF(S) editor. Also there is no single reasoner covering the full DAML+OIL semantics, but even with various limitations in the complexity the existing reasoners do not scale for real world instance reasoning;

2.  Related work
An innovative approach towards capturing the semantic of multimedia documents is presented in [Grosky et al. 2002], the authors consider each document bearing static semantic (the one corresponding to the authors intention and understanding) and multiple dynamic semantics, determined by the usage patterns and emotions of the users of the documents. This sub-symbolic view to social semantic is close to the ideas of collaborative filtering. Authors’ approach considers latent semantic analysis (see [Deerwester et al. 1990]) of short browsing sub-paths (in a web context, of course) for capturing the dynamic semantics of the documents. This interesting work is in a proof-of-concept stage, partially due to difficulties with gathering browsing path in the necessary scale. Even with these limitations it is important with its approach addressing both dynamic and multimedia Semantic Web.
[Ossenbruggen et al. 2002] provides a broad overview of the relations between the semantics web and hypermedia. One important issue discussed there is the tradeoff between the embedded linking (mostly used in the current web) and the open hypermedia systems, such encoding “virtual” links externally to the documents being linked, which is also the MUMIS approach. This quite directly leads also the dynamic aspect of the Semantic Web, already mentioned above – the embedded links are static, which is a constraint towards user annotations and impose serious limits on the link complexity. Luckily, RDF(S), the basic structuring the paradigm for the Semantic Web is an external linking language. 
Semantic annotation of documents with respect to some ontology and a knowledge base with instances is discussed in [Carr et al. 2001] and [Kahan et al. 2001] – although presenting interesting and ambitious approaches, they do not concern in particular usage of information extraction for automatic annotation. Semantic annotation is used also in the S-CREAM project presented in [Handschuh et al. 2002] – the approach there is use of machine learning techniques for extraction of relations between the entities being annotated. Similar approach is taken also within the MnM project (see [Vargas-Vera et al. 2003]), where the semantic annotations can be  stored as “virtual” links (see above) to an ontology and KB server (WebOnto), which can be accessed via standard API. All the semantic annotation techniques referred above lack of upper-level ontologies and critical mass of world knowledge to serve as a trusted and reusable basis for the automatic recognition and annotation, as in the approach presented in [Bontcheva et al. 2003] and discussed below.
An overview of the different languages and standards for ontology and knowledge representation was made in the beginning of the MUMIS project and reported in [Ursu et al. 2000]. This provides a broad comparison of the different XML based approaches. A more visionary overview of the “heavy” ontology languages can be found in [Fensel, 2001] which provides the rationales behind OIL together with its evolution through DAML+OIL into OWL. Out of those and other publications, it becomes evident that there is little consensus on anything behind RDF(S).
Finally, discussing multimedia on the web, it is mandatory to mention the Synchronized Multimedia Integration Language (SMIL, see [Hoschka, 1998]) which can be seen as an HTML extension in XML syntax, which allows integration of a set of independent multimedia objects into a synchronized multimedia presentation. Using SMIL, an author can (i) describe the temporal behaviour of the presentation, (ii) describe the layout of the presentation on a screen and (iii) associate hyperlinks with media objects. The latest two allow pretty much what can be done via HTML for static objects, say images, but augmented with further behavioural attributes. SMIL is not directly to MUMIS, as the later is more colncerned with the analysis of the multimedia content than with its presentation.
3.  The KR Currently Employed in the Project
The analysis refers to the key deliverables on the appropriate issues with the purpose of accounting of what is already in place and better understanding the evolution necessary.
D2.1 "Multilingual Lexicons"
The approach for aligning to the ontology is straight forward and clear; each lexicon entry is related to an ontology concept. For each concept in the ontology there is a main term, i.e. the best candidate out of all the entries related to the concept.
D2.2 "Domain Ontology"
It represents good analysis of the domain, however, formalized in semantically poor language (see [Kokkinakis et al. 2002]). The XML representation of the ontology has two main problems:
· The XML schema fulfils its restrictive functions, but is missing predictive power. There is no formal semantics defined for XML (Schema), i.e. nothing to enable interpretation of the syntactic structure. That is the reason why there are no XML reasoners.
· XML is not a standard way for representing ontologies (and any other sort of logically-formalized knowledge). This leads to quite direct disadvantages, such as (i) it is impossible to use most of the publicly available tools within the project and (ii) it is impossible for other people to make use of MUMIS results within their tools and projects.
D6 “Merging Component”

D6 is interesting with respect to the use of formal knowledge for consistency checking during the merging. The general approach is an interesting and challenging one, the technology used is appropriate for the task – NeoClassic ([Borgida and Patel-Schneider, 1994]) a reasoner with quite expressive description logic-based language and exotic (but useful) features, such as, hooks – a sort of notifications or call-backs. 

However, section 3.2 of the deliverable can be extended further to better justify the usage of such a powerful language and reasoner (known to have incomplete inference.
) 
KR used for Information Extraction
A custom knowledge representation formalism called XI (see [Gaizauskas and Humphreys, 1996]) is used to support the IE work for English (WP2). It is a specific kind of semantic network (implemented as an extension of PROLOG) that has much in common with the so-called description logics (DL). In contrast to a typical DL language XI does not employ number restriction, but only uses functional attributes
. XI allows quite complex instance reasoning. Although this formalism is well suited for co-reference resolution in English it has some limitations when it comes to capturing the necessary domain-knowledge. A typed feature-structure knowledge representation is used to support IE in German.

4.  Ontology-aware Information Extraction

We will present here a relatively simple and straightforward approach for IE framework aligning to the Semantic web. A deeper but also more complex approach is discussed in the next section.

For the latest two releases of GATE (2.0 and 2.1) number of extensions were made in order to make possible more “ontology-aware” language engineering. Here we will just sketch few of the issue, which are more extensively presented in [Bontcheva et al. 2003].

First of all, a rather simple Ontology interface was added to the GATE framework which allows manipulation of some basic semantic primitives common to RDF(S) and DAML+OIL without getting deep into some arguable features of both of those languages. In essence, the Ontology interface provides support for class hierarchy, relations, domain and range restrictions. There is an implementation of this interface which allows DAML+OIL ontologies to be imported and exported. A base level Ontology Editor is also provided to enable visualization and editing of ontologies accessible trough implementations of the Ontology interface.

Further, an extension of the existing gazetteer module, named OntoGazetteer, was developed which allows ontology aware lookup annotations. It is equipped with a corresponding editor (visualization resource) allowing the lists of entity names and other lexica provided with GATE (e.g., countries, cities) to be mapped to their corresponding class in the user’s ontology (see the figure below). The ontological information assigned by the OntoGazetteer can be used by the later NLP modules either directly or taking benefit from the changes to the pattern matching engine (JAPE). The later now can consider the class subsumption (a task “sub-contracted” to the knowledge server though the Ontology API) while evaluating the subsumption of the feature maps of the annotations. Finally, the class information can be used during DAML+OIL export – another new feature allowing the annotations to be exported in this format.
Finally, GATE has been extended with integration of the Protégé 2000 editor [Noy et al., 2001] within the GATE visual environment. This allows easy manipulation of OKBC compliant and RDF(S) ontologies and instance knowledge.
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5.  KIM – Semantic Annotation, Indexing, and Retrieval

KIM (http://www.ontotext.com/kim) is a platform for semantic annotation, indexing, and retrieval. It allows (semi-)automatic annotation and ontology population for the Semantic Web, using Information Extraction (IE) technology.  KIM is based on two major platforms; it combines GATE
 and Sesame/OMM
 in order to bridge the gap between current IE results and the requirements of the Semantic Web. 
The key objectives can be outlined as follows:

· To make the formal knowledge IE extracts from the text semantically well-founded. Technically it means creating annotations related to a formal ontology of classes and instances, expressed in RDF(S) (or compatible language);
· To let IE benefit from formal ontology and knowledge representation, mostly for co-reference resolution and disambiguation; 
· To make possible retrieval of text documents based on world knowledge, which comprises a information need satisfaction, which is currently provided in inconsistent fashion from three different technologies – the DBMS, information retrieval, and IE. Such example is a query with the following precise definition “give me, ranked by relevance, all documents referring to company involved in an accident in France, which took place in November 2002”;

· To provide means for implementation of the Dynamic Semantic Web – KIM allows automatic annotation of the content at the server or access time at the reader’s site. 
To achieve the above goals, KIM relies on huge instance data and appropriate lexical (thesauri) information represented in RDF(S). The system is based on upper-level ontology  named KIMO having about 200 classes (discussed later) covering in a semantically sound fashion the most important entity types and providing ground for (i) expansion to include more complex knowledge like relations, scenarios, events
, (ii) domain or task-specific knowledge and (iii) integration with third party/customer information systems.
KIM is extensively presented here as far as it was driven by objectives quite similar to those of a further MUMIS development towards the Semantic Web and could serve as a technological background or useful experience for an alternative system combining and IE platform and Semantic Web backend. 
5.1.  Semantic Annotation

The semantic annotations offered by KIM are quite close to the output of the named-entity recognition offered by many existing IE systems. The major difference is that proper semantic information is being kept for the type of the entity (via URI to an ontology class) combined with reference to specific information to a formal meta-data about the entity itself, as illustrated at the diagram below. 
Although different conventions for encoding of the annotation types are present in the IE systems those usually lack of proper and consistent knowledge representation, as well, as comprehensive taxonomy. This is the problem which was targeted and resolved in KIM via extension and minor reengineering of GATE.
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As presented on the figure, the annotations for the entities has references, namely URIs, to the proper resources in the RDF(S) repository bearing the KIM Ontology, KIM World KB, and all the knowledge about additional entities, either imported for a different formal source, either extracted automatically from the text.
5.2.  KIM Front-ends

The KIM fronts-ends deliver the benefits of KIM to the end user in simple and intuitive shape. They require zero or minimal installation and make use of the KIM Server, which co-operates with Sesame and uses our GATE-based IE tools to process the documents. 

Those tools demonstrate how once having the documents semantically annotated (which could be just a change in the output format of the IE involved in MUMIS) general-purpose visualization, navigation, and queering tools could be used in addition to the specialized UI components. 
5.2.1.    Highlight and Explore Entities
KIM Plug-in for Internet Explorer can highlight the entities in the currently loaded web page, in colours corresponding to their classes. Hyperlinks are put at the annotations, which pop-up the KIM Explorer. The later is a straightforward meta-data
 browser, allowing the user to surf over the knowledge about the entity, following its RDF(S) representation with a few readability abstractions.
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Technically, the plug-in sends the page content to a KIM Server which processes it and returns the annotations to be displayed. This way the plug-in is a quite tiny client module, with minimal requirements towards the client application and easy installation. Since all the real processing is done on the server, upgrades and reinstallations at the client site are not necessary, while the system can still evolve on the server.

For each entity the explorer presents (i) the most specific classes it belongs to (in the case above City), (ii) its properties and relations to other entities, and finally (iii) the entities related to it. All the other entities are hyperlinked, so, they can be explored further. The abstractions over the “native” RDF(S) representation include:

· the resources are presented with their labels, rather than with the URIs

· number of “auxiliary” properties are filtered out.

Let us remember, that the KIM Explorer pane pops up when the hyperlinks of the entities annotated in the KIM Plug-in are followed. This provides smooth transition from the text to the formal knowledge available. The future plans for development of the explorer include also showing documents, where the entity is referred.
5.2.2.    KIM Semantic Query

KIM Semantic Query allows queries for entities according to arbitrary patterns over the existing “world knowledge”. Such an example could be the query 

Give me all companies X, which name contains “Bahn”, involved in accidents in Europe in the period 5-10.11.2002 

The user interface is put in the form of Dynamic HTML page as on the snapshot below
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The Query Restrictions

The interface concept considers patterns involving up to three
 entities referred with the variables X, Y, and Z. The user chooses the classes to which the entities belong from the combo-boxes, which present the valid part of the class hierarchy. The name of each of the entities can be given (partially or exactly) or left unspecified.

Further the entities in the pattern can be connected via relations corresponding to their types, offered in the corresponding combo-box. On the other hand the classes of the entities also depend on the possible values of the previously selected properties. For instance, when the users selects the class for X to be Company, then in the combo offering relations X to Y relation, only the relations applicable for Companies (and their super types) are offered. Next, when the relation between X and Y is selected, the classes offered for Y are only those which are valid participants in the X-to-Y relation. In the case above the Companies can be involved in any sort of Happenings, including Accidents.  The last relation can be either relation between X and Z either between Y and Z. All those dependencies are taken from the domain and range restrictions on the properties in the KIMO ontology.

The interface also allows number of attribute restrictions to be given (see the next sub-section for discussion about attributes). Before starting the search, the user can specify which of the entities in the pattern are of interest for him, so only they appear in the result. In the above example the user is interested in both the Companies (X) and the corresponding Locations
 (Z) of the accidents.

5.3.  Relations vs. Attributes in RDF(S)

Here we present a short discussion on one of the often criticized aspects of RDF(S) which has some importance for both KIM and MUMIS. Within RDF(S) there is a single notion for Property defined in [Lassila and Swick, 1999] as follows:
A property is a specific aspect, characteristic, attribute, or relation used to describe a resource. Each property has a specific meaning, defines its permitted values, the types of resources it can describe, and its relationship with other properties ...

In contrast to this broad notion gathering in a single class all sorts of binary predicates, there are many other paradigms distinguishing at least the following two sorts:

· Attribute – a characteristic of an object or entity which is in a sense asymmetric, related much more to the entity at the first place of the relation than to any other entity. An easy formal definition of attribute would be “a property with literal values” – this is the notion used in the KIM Semantic Query above. Formally, in RDF(S) those are properties with rdfs:range defined as rdfs:Literal. Within OWL (see [Dean et al. 2002]), the attributes are distinguished as  datatype properties;

· Relations – binary predicates relating two objects/entities. Those are distinguished in OWL as object properties.   
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As far as the above distinction is well recognized in the community and supported in the higher level ontology standard OWL, we have no doubts maintain it in KIM. This distinction is also important within the MUMIS domain model, as we will see later on.
5.4.  KIMO Ontology

KIMO covers the most general 200 classes of entities and 40 relations, with the following objectives:

· basic level of intelligence/recognition power for general text analysis;
· best performance for business and political news;
· to provide well-structured base for extension with domain- and application-specific resources.
The “true” ontology is consists of the classes under the kimo:Entity class and all the semantics related to their descriptions and relations. It can be considered as a quite typical upper-level ontology which is trying to combine:

· Some well-known (say, since Aristotle) philosophical distinctions;

· The experience from number of existing upper-level ontologies, such as Upper Cyc
 and DOLCHE (see [Masolo et al. 2002]);

· The experience from lexical knowledge bases, such as, WordNet and Euro Wordnet, including the top ontology of the later one, and “ontological” refinements on the former one such as the OntoClean project (see [Oltramari et al. 2002]).
Those were combined in a pragmatic fashion, sacrificing distinctions which seam irrelevant for IE applications for the sake of simplification and in order to avoid the involvement of “expensive” semantic primitives and axioms. Thus finally, the top-level distinctions are:
· kimo:Object – entities for which it could be said that they exist. Objects can play some role in some Happenings. Objects could be material (as the Eifel Tower or the body of Lenin) or immaterial (say, a electrical current between two points). One of their important characteristics is that those can occupy some region in the space.

· kimo:Happening – entities for which it could be said that they happens. It can be either dynamic as "drawing a circle" or static as "being a president". In all the cases, the events has some location in the time, in the simplest case start and end points.   
· kimo:Abstract – entities which neither happens neither exists, e.g. Currency, a Theorem or a sort of Sport.
5.5.   KIM World Knowledge Base
The KIM World KB was built with goal of almost-exhaustive coverage of the most important entities in the world, their names, relations, and properties. KIM “knows”:

· Geographic locations: mountains, cities, roads, oceans, etc. – more than .5M names with the appropriate sub-region relations between them;
· Organizations, all important sorts: business, international, political, government

· Specific people with their positions and other information.

The World KB is used in KIM in a fashion pretty similar to the way gazetteers are used in the classical IE systems. For each of the entities number of aliases are maintained with the corresponding information about them, for instance characteristics such as “language”. “short/long”, “official”, “old”, etc. 

It is not a surprise that such an extensive gazetteer–like information boosts the recall of the named-entity recognition phase, but if remain unhandled brings levels of ambiguity which can lower the precision down to quite unacceptable levels. To solve this problem, KIM employees a Hidden Markov Model learner, which once trained over manually annotated corpus

5.6.  Lexical Resources in KIM

The lexical resources in KIM are stored and maintained as a part of the RDF(S) repository. There is a separate branch in the KIMO ontology underneath the kimo:LexicalResource class dedicated to lexica of different sorts. This is the KIM approach of presenting any sort of information usually stored gazetteer lists or lexicons. For each lexical resource, the following properties are relevant:

· rdf:label – property is expected to bear the character string, i.e. the actual phonology or surface realization transcripted in Unicode; 
· kimo:language – the natural language for which this is a valid lexical entity;

· kimo:status – the universal holder of any meta-information related to the specific resource.

Number of specific classes of lexica are specified in present taking the best experiences from number of GATE applications, particularly ANNIE and MUSE. Such sub-class for instance is OrgLexica, having on its own sub-classes OrgBase, OrgKey, OrgPre, and OrgSpur.  The properties listed above can easily be extended with new ones relevant either for all sorts of lexical resources either for specific sub-classes.
5.7.  Entity Aliases

There is one sub-class of kimo:LexicalResource which deserves a closer look – kimo:Alias. The instances of this class are special with the fact that they represent names or aliases of some named entities. The entities are linked to their aliases via kimo:hasAlias property, which is a one-to-many relationship. In cases when two entities share one and the same alias (for instance the country Brazil and its capital) – those are kept as separate lexical resource, although having one and the same phonology. kimo:hasAlias has an important sub-property kimo:hasMainAlias, denoting to the most important alias of the entity, the one used by default when the entity should be referred in generated text or in user interface. Each entity is expected to have a single main alias.
Here follows a diagram presenting a snapshot of a KIM repository, what can be seen is an entity with its aliases. A company with one of its aliases in English is given. To demonstrate the commonalities and the differences with the representation of the rest of the lexical resources, one of the so-called OrgBases is shown – those are just tokens being used to recognize unknown organizations, i.e. such for which no alias can be matched.

[image: image5]
6.  Adapting the MUMIS Ontology and Lexicons
As already mentioned above, MUMIS can be easily put in synch with the Semantic Web by means of refactoring the ontology and conversion of the central database with the event descriptions without major changes to the existing components. With the KIM-based approach proposed here more ambitious target is followed – to let the IE and merging components benefit from richer world and domain knowledge to achieve higher performance. 

Although most of the classes in the current existing ontology will maintain there place in the new taxonomy, the upper level will have to be reconstructed. The definition of Entity currently is mixing both abstract entities and objects – this is a problem because there is no proper level for encoding of common sense knowledge relevant to the objects, like for instance a locatedIn relation to a Location, which is no appropriate for abstract entities. 

It can also be noticed that some useful classes are missing, such as, for instance, the class Agent to be used as a common super-class of both Person and Organization – this is important from information extraction point of view, because there are many linguistic patterns such as  “XXX offered …” where it is obvious that XXX is a sort of agent, but impossible to classify it further. So, in case of missing common supper class for all sorts of agents, either, no annotation should be assigned, either, two ambiguous ones should be placed.
Apart from the changes to upper-level, following the mechanism demonstrated in the previous section, the multilingual lexicon can be kept together with the ontology and the world knowledge base, thus allowing for better consistency and all-in-one viewers and editors.
6.1.  Extending the KIM World KB with MUMIS specific knowledge

The MUMIS case-study with the Euro2000 Championships is quite a good example for a task and domain where fairly limited volume of information needs to be handled. It is the case that all the information about the teams, players, coaches, matches, and locations can be easily entered and structured in an RDF(S) repository, thus enabling high-quality recognition and indexing on one hand and more advanced access to the information about the entities and the documents referring them. 

7.  Conclusion
This study on the extension of knowledge representation, reasoning and ontologies used in the MUMIS towards the Semantic Web provides interesting ideas for further development. It outlined how in the case of proper decoupling and design, the multimedia, semantic and natural language aspects can benefit from each other without being bound to specific technologies or solutions. Semantic Web knowledge representation standards and technologies can be used for representation of the ontology and the central event database without need of major changes in the multimedia (A/V) processing and the Information Extraction modules.
The representation of the MUMIS ontology in RDF(S), based on a well defined upper-level ontology can provide easy transition to a Semantic Web Information Extraction platform, facilitating better dissemination of the results, more efficient information extraction, and usage of a richer knowledge engineering infrastructure.
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� MUMIS is a project within the 5th Framework Programme IST of the European Union


� As defined by its inventor and authority, the W3C consortium at � HYPERLINK "http://www.w3.org/2001/sw/" ��http://www.w3.org/2001/sw/�


� See [Lassila and Swick, 1999]


� In other words, following model theoretic semantics, the system is not able to syntactically infer all results that are semantically expected.


� In a way similar to what OWL Lite does, see [Patel-Schneider et al. 2003]


� One of the most mature language engineering platforms, specifically tuned and well-developed for information extraction, � HYPERLINK "http://gate.ac.uk" ��http://gate.ac.uk�


� An RDF(S) repository allowing storage and retrieval of formal knowledge in a scalable and reliable fashion, see [Broekstra and Kampman, 2001]. OMM (the Ontology Middleware Module) is an extension of Sesame, which provides the multi-protocol access (RMI, SOAP), as well, as tracking of changes in the repository, security and meta-information. For more information, see [Kiryakov et al. 2002], � HYPERLINK "http://sesame.aidministrator.nl" ��http://sesame.aidministrator.nl� and � HYPERLINK "http://www.ontotext.com/omm" ��http://www.ontotext.com/omm�. Both Sesame and OMM were developed in the course of the On-To-Knowledge project (� HYPERLINK "http://www.ontoknowledge.org" ��http://www.ontoknowledge.org�) 


� This feature will be extensively used for the MUMIS implementation.


� It can be easily presented as ontology, knowledge, semantic browsing tool. 


� The number three here is chosen as balance between power and complexity, it can be easily increased.


� Some properties in the ontology are subject of special handling in the queries. For instance, the “took place in” relation is transitive with respect to the location inclusion. This means that if something took place in Paris, it is also considered that it had taken place in France and even in Europe. So, in the above query will return accidents which took place in any location which is a part of Europe. However, in the result the specific location will be provided.


� See � HYPERLINK "http://www.cyc.com/cyc-2-1/cover.html" ��http://www.cyc.com/cyc-2-1/cover.html� and the new and extended version published as a part of the OpenCyc project, � HYPERLINK "http://www.opencyc.org" ��http://www.opencyc.org� 


� The learner delivers acceptable results even when trained on corpus as small as 30 documents.





